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ABSTRACT Multiple sequence alignment is one
of the cornerstones of modern molecular biology. It
is used to identify conserved motifs, to determine
protein domains, in 2D/3D structure prediction by
homology and in evolutionary studies. Recently,
high-throughput technologies such as genome se-
quencing and structural proteomics have lead to an
explosion in the amount of sequence and structure
information available. In response, several new mul-
tiple alignment methods have been developed that
improve both the efficiency and the quality of pro-
tein alignments. Consequently, the benchmarks used
to evaluate and compare these methods must also
evolve. We present here the latest release of the
most widely used multiple alignment benchmark,
BAIIBASE, which provides high quality, manually
refined, reference alignments based on 3D struc-
tural superpositions. Version 3.0 of BAIiBASE in-
cludes new, more challenging test cases, represent-
ing the real problems encountered when aligning
large sets of complex sequences. Using a novel,
semiautomatic update protocol, the number of pro-
tein families in the benchmark has been increased
and representative test cases are now available that
cover most of the protein fold space. The total
number of proteins in BAIIBASE has also been
significantly increased from 1444 to 6255 sequences.
In addition, full-length sequences are now provided
for all test cases, which represent difficult cases for
both global and local alignment programs. Finally,
the BAIiBASE Web site (http:/www-bio3d-igbmec.u-
strasbg.fr/balibase) has been completely redesigned
to provide a more user-friendly, interactive inter-
face for the visualization of the BAlIiBASE reference
alignments and the associated annotations. Proteins
2005;61:127-136. © 2005 Wiley-Liss, Inc.
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INTRODUCTION

Multiple alignment of protein sequences is one of the
most widely used applications in molecular biology. Tradi-
tionally, it has been used in the identification of conserved
motifs or key functional residues in a family of proteins®
and in evolutionary studies to define the phylogenetic
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relationships between organisms.? Other important appli-
cations include the identification of functional domains®
and 3D homology modelling.* More recently, new technolo-
gies such as complete genome sequencing, structural
genomics, and proteomics have not only increased the
amount of biological information publicly accessible, but
have led to a paradigm shift in bioinformatics. The integra-
tion and analysis of large amounts of complex and hetero-
geneous information will be crucial to the detailed descrip-
tion of the function of a protein and the comprehension of
its role, not only at the molecular level, but also at the
higher levels of the macromolecular complexes, the cellu-
lar pathways, the cell, or the organ. In this context,
multiple sequence alignment provides an ideal tool for the
integration, crossvalidation, and analysis of biological
information in the framework of the overall protein fam-
ily.® Thus, multiple alignments now play a fundamental
role in most of the computational methods used in genomic
analyses or proteomics projects, from gene identification
and validation to the characterization of the molecular and
cellular functions of the protein.

However, the accuracy and reliability of these methods
depend critically on the quality of the underlying multiple
alignments. Numerous methods are now available for the
multiple alignment of protein sequences. Until recently,
the most popular method for the construction of multiple
sequence alignments has been the progressive alignment
procedure.® A multiple sequence alignment is built up
gradually by aligning the two closest sequences first and
successively adding in the more distant ones. A number of
alignment programs based on this method exist, using
either a global algorithm to align the complete se-
quences”® or a local algorithm to align only the more
conserved regions.® Many other algorithms have also been
applied to the multiple alignment problem, including
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Hidden Markov Models (HMMs) in programs such as
HMMT"'° or SAM,'! Genetic Algorithms in SAGA,'? seg-
ment-to-segment alignments in DIALIGN,'® or iteration
techniques, notably in the PRRP'* program. In the post-
genomics era, the evolution of the sequence and structure
databases has lead to new challenges for sequence align-
ment programs. Given the ever-increasing amount of
sequence and structure information available in the public
databases, the size of the data sets that need to be
routinely analyzed is increasing. Large multidomain pro-
teins, in particular from eukaryotic organisms, are also
becoming more prevalent. Furthermore, the incorporation
of heterogeneous, error-prone data will require major
changes to the fundamental alignment algorithms used to
date. At the sequence level, it has been estimated recently
that 44% of predicted proteins emanating from whole-
genome shotgun sequencing projects and 31% of high-
throughput ¢cDNA (HTC) may contain errors in their
intron/exon structure.'® It is now clear that no single
algorithm can cope with these highly complex relation-
ships. There has been some renewed interest in the
development of multiple alignment techniques, with cur-
rent opinion moving away from a single all-encompassing
algorithm to a more cooperative strategy. For example,
2D/3D structure information has been used to improve the
quality of sequence alignment.!®'” An alternative ap-
proach has been to combine local and global algorithms to
produce a single multiple alignment.*® 22 The efficiency of
multiple alignment methods has also been significantly
improved by exploiting fast methods to identify regions of
high similarity in the sequences and by restraining the
alignment to include these regions.?%-2*

To objectively compare the quality of the numerous
multiple sequence alignment methods available today,
high-quality benchmarks are crucial. One of the first large
scale benchmarks specifically designed for multiple se-
quence alignment was BAliBASE.??25 The alignment test
cases in BAIiBASE are based on 3D structural superposi-
tions that are manually refined to ensure the correct
alignment of conserved residues. The alignments are
organized into reference sets that are designed to repre-
sent real multiple alignment problems. Reference 1 con-
tains alignments of equidistant sequences and is divided
into nine subsets, according to three different sequence
lengths and three levels of sequence variability. Reference
2 contains families aligned with one or more highly
divergent “orphan” sequences, Reference 3 contains diver-
gent subfamilies, Reference 4 contains sequences with
large N/C-terminal extensions, and Reference 5 contains
sequences with large internal insertions. In addition,
three separate Reference Sets, 6—8, are devoted to the
particular problems posed by sequences with transmem-
brane regions, repeats, and inverted domains. A compari-
son of some of the alignment methods described above,?”
based on BAIIBASE (version 1.0), revealed a number of
specificities in the different algorithms. For example,
although most of the programs successfully aligned se-
quences sharing >40% residue identity, an important loss
of accuracy was observed for more divergent sequences
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with <20% identity. Another important discovery was the
fact that global alignment methods in general performed
better for sets of sequences that were of similar length,
although local algorithms were more successful at identify-
ing the most conserved motifs in sequences containing
large extensions and insertions. Several other benchmarks
for multiple sequence alignment algorithms have been
proposed recently. Multiple alignments are provided in the
OXBench benchmark suite,?® based on automatic struc-
ture and sequence alignments. PREFAB?** (version 3.0)
contains 1932 multiple alignments, although alignment
accuracy is only assessed on a single pair of PDB se-
quences in each alignment. SABmark?® contains pairwise
reference alignments derived from the SCOP protein
structure classification, divided into two sets, twilight zone
(Blast E-value =1) and superfamilies (residue identity
=50%), but the optimal multiple alignments are not
provided. All of these methods provide large sets of test
alignments by using automatic structure superposition
methods. However, the automation of the alignment con-
struction process inevitably results in a lower alignment
quality than expert-validated alignments. Furthermore,
none of these benchmarks provide different test categories
that allow a detailed exploration of the performance of
multiple alignment algorithms under different test condi-
tions. An alternative strategy for evaluating multiple
alignment methods has been to use a semiautomatic
structural alignment database such as HOMSTRAD,?°
although this database is not specifically designed as a
benchmark.

To respond to the challenges of the postgenomic era and
to evaluate the new approaches being developed to solve
the multiple alignment problem, we have developed BAli-
BASE version 3.0. A crucial new development for this
release is the introduction of a semiautomatic update
protocol. The automation of many of the steps involved in
the construction of the reference alignments will allow
more frequent releases of the benchmark by incorporating
new protein families and new sequences as they become
available. Nevertheless, the high quality of the align-
ments, which was an important feature of the previous
releases, has been maintained by the use of 3D structural
superpositions combined with a final manual validation
and refinement step. The new update protocol has been
used to significantly increase both the number of align-
ments and the number of sequences in each alignment in
Reference Sets 1-5, with the exception of Reference Set 1,
subset V3 that contained sequences with >40% identity.
This subset has been excluded from this release of the
benchmark based on the previous observation®” that com-
parisons between the programs at this level of sequence
identity were indecisive. The update protocol also includes
an automatic, objective definition of the “core block” re-
gions in each alignment that can be reliably aligned,
excluding the ambiguous regions that cannot be structur-
ally superposed. Finally, to facilitate the automatic evalu-
ation of multiple alignment programs, the core blocks and
other annotations are now provided in standard data
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exchange XML format files, replacing the text files used
previously.

Another important criterion in the development of a
sequence alignment benchmark is the coverage of the
protein fold space. One of the principal goals of many
structural genomics initiatives is to identify the total
repertoire of protein folds and to obtain a global view of the
“protein structure universe.” For this release of BAli-
BASE, we have therefore chosen representative protein
families from as many different structural fold types as
possible, with examples from the five main classes (exclud-
ing transmembrane, coiled coil, small proteins, and pep-
tides) in the SCOP?! protein classification. In addition to
the rapid growth in the total number of structures avail-
able, large multidomain proteins are also becoming more
and more prevalent, in particular from eukaryotic organ-
isms. To test the performance of different alignment
methods in the face of these highly complex proteins,
BAIIBASE version 3.0 now includes the full-length se-
quences for all the Reference Sets, as well as the alignment
of the conserved domains. This new release of BAIiBASE
thus contains test cases covering most of the current
multiple alignment problems, from alignment of single
domains, for example, in the construction of protein do-
main databases to the alignment of full-length, complex
sequences, such as those detected by the database searches
routinely performed in automatic, high throughput ge-
nome analysis projects.

MATERIAL AND METHODS

The protocol used to construct the BAIIBASE bench-
mark has been automated as much as possible. Automatic
3D structural superpositions provide the basis for the
construction of the reference alignments, although a final
validation and refinement step is required that includes
manual expertise to ensure the high quality of the result-
ing multiple sequence alignments. BAIiBASE version 2
contained a total of 141 multiple alignments, with 82
protein family alignments in Reference 1. The 532 PDB3?
sequences in these 82 Reference 1 alignments were used as
the basis for the construction of version 3.0, with the
addition of a number of families from the SCOP (Struc-
tural Classification of Proteins) multidomain class.

For each protein family included in the benchmark, a
semiautomatic protocol has been developed to detect re-
lated sequences in the PDB and UniProt®? databases and
to construct a “primary” multiple alignment that is used to
select suitable sequences for each Reference Set. A general
overview of the new update protocol is shown in the
flowchart in Figure 1.

Primary Structure Alignments

For each protein family, the first step involves the
detection and superposition of those family members with
a known 3D structure, using the following protocol: (1) The
PDB database is searched using the PSI-BLAST pro-
gram®*35 with each of the known family members from the
original Reference 1 alignment in turn. In the case of new
families that were not included in the previous release, a

Primary Structure Alignments
[ PSIBlast search in PDB database, select sequences with E<10-3 ]
4 .
Cluster and remove PDB sequences with =40% identity |
4
[ Superpose selected 3D structures J
[ Manually verify and refine structure alignments )
<=
Sequence/Structure Alignments
BlastP search in UniProt database, select sequences with E<10-3 |
+ :
Cluster and remove sequences with =80% identity |
+
| Remove sequences of unknown structure with <40% identity
+
[ Manually verify and refine sequence alignments
= =
Construction of Reference Sets
[ Select sequences for BAIIBASE reference sets 1-5 1
+
I Calculate reliable core block regions ]
+
[ Annotate alignments ]
Reference 1:| | Reference 22 | Reference 3| | Reference 4:| | Reference 5:

erphans sub-families insertions

= | £ || B

Fig. 1. Flow-chart showing the three major steps of the semiautomatic
protocol used to construct the BAIIBASE reference sets.

vnlrinbjili'lv, extensions

single PSI-BLAST search is performed with a sequence
selected from the SCOP classification database. The PSI-
BLAST search is stopped after five iterations and all
sequences detected with E < 103 are initially selected. (2)
In a previous study,?” it was observed that all multiple
alignment programs were generally successful when the
sequences shared >40% residue identity. To create chal-
lenging test cases, sequences with >40% identity are
therefore removed in a clustering step, based on a multiple
sequence alignment constructed with the MAFFT?® pro-
gram. This sequence alignment is used uniquely for the
removal of very similar, redundant PDB sequences. (3)
The reference alignment of the selected, nonredundant
sequences is constructed using the SAP 3D superposition
program.®® The SAP program was selected based on a
number of reliability/functionality criteria. First, SAP is a
reliable program, derived from SSAP,?” which is the
reference program used for the CATH?® structure classifi-
cation. Second, SAP is available for local installation and
has a command-line interface, facilitating its integration
in an automatic protocol. Third, the SAP program provides
a sequence alignment based on the structural superposi-
tion, together with a reliability score for each pair of
aligned residues. )4) The automatic structure alignment is



130 J.D. THOMPSON ET AL.

then manually verified and refined to assure the align-
ment of conserved residues.

Sequence-Structure Alignments

The Primary structure alignment for each protein fam-
ily consists of a relatively small set of divergent sequences
from the PDB database, which can be accurately aligned
using 3D structure superpositions. To create a larger test
set, we incorporate sequences of unknown structure from
the Uniprot database. Sequences are included that are
more closely related to at least one of the PDB sequences
and can therefore be accurately aligned based on the
primary sequence alone. The following protocol is used to
identify suitable sequences: (1) BlastP?* searches are
performed using each of the PDB sequences in the Primary
structure alignment and all sequences detected with E <
102 are initially selected. (2) Redundant sequences shar-
ing >80% residue identity are removed in a clustering
step, similar to that described for the structure alignments
above. (3) Because divergent sequences cannot be aligned
accurately without using structural information as a guide,
Uniprot sequences of unknown structure are only included
in the alignment if they share >40% identity with at least
one PDB sequence. (4) The automatic sequence alignment
is then manually verified and refined to correct any badly
aligned sequences or locally misaligned regions.

The complete set of PDB sequences and their related
Uniprot sequences constitute the Primary multiple align-
ment, used in the construction of Reference Sets 1-5.

Construction of Reference Sets

The reference alignments in Reference Sets 1-5 are
constructed by automatically selecting the sequences from
the Primary multiple alignment that correspond to the
criteria defined for each Reference Set.

1. For Reference 1, a set of equidistant PDB sequences is
selected, in which any two sequences share <20%
identity and sequences having large internal insertions
(>35 residues) are excluded. Those protein families for
which at least four structures are available are included
in the V1 subset of Reference 1. Among the remaining
families, those that contain a set of at least four
equidistant sequences, in which any two sequences
share 20-40% identity, are included in the new V2
subset. Again, sequences having large internal inser-
tions are excluded. For Reference 2, a family is selected
in which the sequences all share >40% identity and for
which at least one 3D structure is known. “Orphan”
sequences are then chosen that share <20% identity
with all members in the family. Only PDB sequences
are selected as orphans to guarantee an accurate align-
ment of these highly divergent sequences. For Refer-
ence 3, subfamilies are selected such that the sequences
within a given subfamily share >40% identity, but any
two sequences from different subfamilies share <20%
identity. Each subfamily must also contain at least one
PDB sequence. For References 1-3, the percent identity
is calculated over the homologous region only, and no

sequences contain large internal insertions. For Refer-
ences 4 and 5, sequences are selected that share >20%
identity with at least one other sequence, but sequences
are included that contain large N/C-terminal exten-
sions or internal insertions respectively.

. For each alignment in BAIIBASE, core blocks are

defined that correspond to the regions that are reliably
aligned. An automatic method has been developed to
objectively identify the reliable regions, based on a
combination of secondary structure superposition and
sequence conservation. The sequence conservation is
measured using the NorMD?3® program in a sliding
window analysis (window length = 5) along the length
of the alignment (Fig. 2). Briefly, a 20-dimensional
continuous sequence space is defined and, for a given
alignment column, the residues observed in the column
are assigned a point S in this space. The weighted mean
distance (MD) between each pair of residues is then
calculated and the conservation score of the column is
defined as the MD score, normalized in the range of 0 to
100. A core block is then defined as a region in the
alignment consisting of at least three columns with no
gaps, in which either (a) the sequences with known 3D
structure all share the same secondary structure (i.e.,
either all helix or all beta strand) and the NorMD score
is >0.1 or (b) the NorMD is >0.2. A stricter NorMD
cutoff is used in the second criterion to include regions
that are conserved even though they do not correspond
to either helix or beta-strand secondary structure ele-
ments. The core block definition was validated with
reference to the core blocks in BAIiBASE version 2.1,
which were manually defined. For each of the align-
ments in BAIIBASE version 2.1, References 1-5, the
core blocks were recalculated using the new method
and compared to the manually defined blocks for the
same alignment. The correlation between the two sets
of core blocks for a given alignment was calculated as
follows:

D7 flstst
i=1

n

correlation =

where n is the length of the alignment, s¢ =1 if the ith
column is defined as being in a core block by the
automatic method and 0 otherwise, s7* = 1 if the ith
column is defined as being in a core block by the manual
method and 0 otherwise. f{i,j) is a function taking the
value of 1if I = j and 0 otherwise.

. The final step in the construction process is the incorpo-

ration of structural/functional information from exter-
nal sources for display on the BAIIBASE web site
alignment pages. First, secondary structure elements
are calculated for each PDB sequence using the DSSP
program.*® Second, for the Uniprot sequences, the FT
(feature table) lines are parsed for specific entries
corresponding to domains, signal sequences, potential
transmembrane regions, binding sites, active sites, or
posttranslational modifications of a residue. The Pfam®®
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Fig.2. (a) Part of a multiple alignment of 6 AMP-binding enzymes, including the putative AMP-binding signature motif. Secondary structure elements
are highlighted in red (helix) or green (beta-strand). The norMD column scores used in the determination of the core blocks are shown below the
alignment. The corresponding core blocks are indicated by black boxes above the alignment. (b) Structure of Acetyl coa synthetase bound to CoA and
adenosine-5'-propylphosphate (PDB:1pg3). The larger N-terminal domain is shown in brown and the C-terminal domain is shown in green. The putative
AMP-binding loop is highlighted in blue. (¢) 3D structural superposition of the region containing the AMP-binding signature motif in 1pg3A (blue), Tmd9A
(brown), 1lci (green). All structure cartoons were produced with Pymol (http://www.pymol.org).
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Fig. 3. BAIIBASE Web site. (a) Entry page with links to each reference set. (b) Part of a multiple alignment of four subfamilies of P-loop containing kinases.
Secondary structure elements are highlighted in red or green. Core blocks are indicated by black boxes above the alignment. (¢) The same alignment coloured
according to Pfam database entries. Links to the Uniprot and PDB databases are provided by clicking on the sequence names on the left.
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database is also searched for protein family domains in
the Uniprot sequences in each alignment.

Availability

All the reference alignments in BAIiBASE are available
for viewing on the WWW at http://www-bio3d-ighmc.u-
strasbg.fr/balibase and are also provided in MSF format.
The annotated alignments, including the core block defini-
tions, are also provided in XML format. For Reference Sets
1-3, which contain alignments of sequences that are
colinear, both the sequences corresponding to the homolo-
gous regions only and the full-length sequences are pro-
vided. A C program is also provided to estimate the quality
of the multiple alignments constructed by different align-
ment programs compared to the BAIIBASE references.
Two different alignment scores are calculated. The sum-of-
pairs score is the percentage of correctly aligned pairs of
residues in the alignment produced by the program. It is
used to determine the extent to which the programs
succeed in aligning some, if not all, of the sequences in an
alignment. The column score is the percentage of correctly
aligned columns in the alignment, which tests the ability
of the programs to align all of the sequences correctly. The
evaluation program requires the Expat XML parser, which
is freely available from http://expat.sourceforge.net/. The
complete database and the evaluation program are avail-
able for downloading by ftp from ftp:/www.igbmc.u-
strasbg.fr/BioInfo/.

RESULTS AND DISCUSSION

Previous releases of BAIiIBASE have proved to be a
useful benchmark for the evaluation of multiple alignment
methods and have been widely adopted by the com-
munity.?32442-50 This is most probably due to the hierar-
chical organization of the reference alignments in a series
of Reference Sets, representing many of the problems
encountered when performing multiple alignments, such
as highly divergent sequences, overrepresentation of cer-
tain members of a family, and proteins with large N/C-
terminal extensions or internal insertions. Reference Sets
are also available for the particular problems of proteins
with transmembrane proteins, repeats, or circular permu-
tations. With the development of new techniques for
multiple sequence alignment, new benchmarks are now
needed. The purpose of this work is to provide larger, more
challenging test cases that allow detailed evaluation and
statistical comparison of these new alignment methods.

Automatic Update Protocol

One of the drawbacks of the previous releases of BAli-
BASE was the time and effort required to manually create
and annotate the reference alignments. With the current
explosion of the sequence and structure databases, the
automatic update of the benchmark has become a crucial
issue, although a final manual validation step is still
required to maintain the high quality of the multiple
alignments. For this reason, a number of bioinformatics
algorithms and tools have been incorporated in a new
semiautomatic update protocol, designed to handle the
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vast amounts of data now available in the public data-
bases. For each protein family in the benchmark, PSI-
Blast is used to perform in-depth searches for family
members in the PDB database whose 3D structure is
known. Accurate multiple alignments of these proteins can
be constructed, even for divergent sequences, based on
their 3D structural superposition. These structural align-
ments, known as Primary structure alignments, are used
as the basis for the construction of the different Reference
Sets. First, to provide larger test sets, protein sequences
from the Uniprot database, whose 3D structure is not yet
known, are automatically incorporated in the Primary
multiple alignment. In this case, only proteins that are
more closely related to at least one of the PDB sequences
are included, because more divergent sequences cannot be
reliably aligned based only on primary sequence informa-
tion. Then, Reference Sets 1-5 are constructed by selecting
the sequences that satisfy the predefined criteria from the
Primary multiple alignments. Finally, core blocks are
automatically defined using a newly developed method to
identify the reliable regions in the alignments. This method
relies on the presence of conserved secondary structures,
combined with a sequence conservation score for each
position in the alignment. The NorMD objective function is
used to estimate the conservation as it provides normal-
ized column scores, with completely conserved columns
scoring 1.0. The method was validated by comparison to
the core blocks in BAIIBASE 2.1, which were manually
defined, based on visual inspection of the 3D structural
superpositions. The correlation between the manual and
automatic methods (see Methods) was calculated to be
77%, with only 5% of the manually defined core blocks
excluded by the automatic protocol. The reliability of the
alignments in the core blocks has also been estimated in
terms of the coordinate root-mean-square (cRMS) of the
structural alignments. The mean ¢cRMS in the homologous
domains is 4.6, compared to a mean cRMS of 2.7 when only
the residues in the core blocks are taken into account.
Thus, the core blocks calculated by the automatic method
successfully identify the regions in the alignment that can
be structurally superposed. The identification of the reli-
ably aligned core blocks is a crucial part of the BAIIBASE
benchmarking system. The core blocks are designed to
exclude the sequence stretches that cannot be accurately
aligned, such as loop regions. These nonsuperposable
regions often represent a significant proportion of the
multiple alignment, particularly in the case of very diver-
gent proteins, and may significantly effect the scores
obtained when evaluating a multiple alignment program.

New Challenges

In general, the role of a benchmark is to provide a set of
tests to compare the performance of alternative tools or
technologies. The benchmark should provide realistic test
cases that reproduce the types of problems likely to be
experienced in practice. With the evolution of the sequence
and structure databases resulting from high throughput
technologies, the multiple alignment of large numbers of
complex, multidomain sequences has become a standard
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TABLE I. BAliBASE Statistics
Reference 1 Equidistant Reference 2
Sequences Family Reference 3  Reference4  Reference 5
Vi V2 V3 with Divergent Large Large

<20%  2040%  40-60% “Orphans”  Subfamilies = Extensions Insertions Total

No. of alignments  version2 23 31 28 23 12 12 12 141
version3 38 45 N/A 41 30 48 16 217

No. of sequences version2 125 119 123 487 292 150 148 1444
version3 265 411 N/A 1896 1882 1317 483 6255

The number of alignments and the total number of sequences in each reference set in this version of BAIiBASE, compared to the previous release.
Reference 1, subset V3 has been excluded from the latest version (N/A = not applicable).

requirement. Sequence alignment benchmarks must now
evolve to accurately represent the new requirements, but
also to avoid overfitting of the methods to a particular set
of test cases. BAIiBASE release 3.0 is designed to respond
to these challenges. The size of the alignments in the
BAIiBASE benchmark has been increased in release 3.0 to
reflect the ever-growing sequence and 3D structure data-
bases. A comparison between versions 2.1 and 3.0 is
provided in Table I. The number of alignments has been
increased from 141 to 217 and perhaps more significantly,
the number of sequences in the benchmark has been
increased from 1444 to 6255. Furthermore, the variability
of the sequence test sets has been increased by excluding
the most conserved alignments. In a previous comparison
of 10 different multiple alignment algorithms, significant
differences in the methods were observed in all the Refer-
ence Sets, with the exception of Reference 1, subset V3.
The sequences in this subset, which are colinear and share
40-60% residue identity, were successfully aligned by
most of the algorithms included in the comparison and no
difference could be discerned between the performances of
the various methods. The remaining subsets, V1 and V2,
contain alignments with low and medium variability re-
spectively, that represent a real challenge for today’s
multiple alignment methods.

Alignment Complexity

Reference Sets 1-3 provide protein domain alignments,
designed specifically to test the effect of sequence length
and variability, the presence of “orphan” sequences and
the overrepresentation of some members of the protein
family on alignment quality. The sequences in these
alignments are truncated to include only the homologous
domains and therefore they do not always correspond to
the full-length sequences found in the PDB or Uniprot
databases. In BAIiBASE 3.0, the alignments of the full-
length sequences are now provided, in addition to the
truncated version, to test the performance of multiple
alignment methods in the presence of “noise” in the form of
nonconserved regions in the sequences. In BAIiBASE
version 3.0, the core blocks represent 39% of the columns
in the domain alignments and only 19% of the alignments
of the full-length sequences. These full-length sequence
sets therefore provide ideal test cases for the evaluation of
many different types of alignment techniques, including
both local and global alignment algorithms.

Coverage of the Protein Fold Space

Apart from providing test cases for different types of
alignment problems, the protein families included in a
multiple alignment benchmark should also cover, as far as
possible, the protein fold space. One possibility would be to
incorporate the complete PDB database in the benchmark;
however, the structure set available in the PDB has been
shown to be biased.?! It is therefore desirable to select a
subset of protein families that constitute a more balanced
population, while still covering as many different fold
types as possible. This approach has been successfully
adopted for benchmarks used for fold recognition and 3D
superposition.®??-* To demonstrate the coverage of BAli-
BASE, we assessed the protein families in each Reference
Set with reference to the SCOP fold classification (Table
II), although a direct comparison with SCOP is difficult,
because BAIiBASE contains full-length protein sequences
that often correspond to more than one structural domain.
According to the SCOP classification, there are ~700
different folds currently known, although many of these
are unique proteins. In order to identify potential protein
families that verify the selection criteria for BAIiBASE,
one PDB sequence was selected from each of the 700 SCOP
fold classifications and, for each sequence, the first part of
the automatic BAIIBASE update protocol was performed,
that is, the PDB database was searched for similar se-
quences, a multiple alignment was constructed and se-
quences sharing >40% identity were removed. Of the 700
protein families, only 102 contained at least 4 sequences
sharing <40% identity, which is the minimum number of
sequences required to create a BAIiBASE test case. Of
these 102 potential families with >4 known structures, 38
(37%) have been included in subset V1, and a further 45
(44%) are included in subset V2. As can be seen in Table II,
the five main classes in the SCOP classification are
represented in each of the Reference Sets 1-5. One impor-
tant class of proteins, namely the SCOP multidomain fold
class is new to this release. As an example, Figure 2(a)
shows part of an alignment of six AMP-forming enzymes
(SCOP classification e.23.1) from Reference 1, subset V1.
The AMP-forming family includes acyl-CoA synthetases
(PDB:1pg3A, 1ultA), firefly luciferase (PDB: 1lci), 2,3-
dihydroxybenzoate-amp ligase (PDB:1md9), 4-chloroben-
zoyl-coa ligase (PDB:1t5dX) and the phenylalanine adeny-
lation domain of gramicidin synthetase (PDB:lamuA).
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TABLE II. Comparison with the SCOP Protein Structure Classification

-3 Reference 2
Refererécee;}li%?sdlstant Family Reference 3 Reference 4 Reference 5
SCOP SCOP with Divergent Large Large
SCOP class Total Subset V1:<20% V2:20-40% “Orphans” Subfamilies Extensions Insertions
All alpha (a) 179 30 6 6 7 7 7 1
All beta (b) 126 21 7 11 7 3 11 3
a/b 121 28 10 11 19 13 13 9
a+b 234 21 10 9 12 8 12 4
Multidomain 38 2 2 4 3 3 5 1
Total 698 102 35 41 48 34 48 18

The number of BAIiBASE alignments containing domains with a given SCOP fold class. The “SCOP total” column represents the total number of
superfamilies in the SCOP database in each SCOP class. The “SCOP subset” column gives the number of superfamilies in the SCOP database
satisfying the BAIiBASE reference 1 criteria, that is, having at least four members with <40% identity.

The region shown in the multiple alignment includes the
putative AMP-binding domain signature; a region rich in
glycine, serine and threonine, followed by a conserved
lysine, as defined in the PROSITE database®®
(PDOC00427). The proteins share a large N-terminal
domain and an ~110-residue C-terminal domain, shown in
Figure 2(b). Figure 2(c) shows the structural superposition
of the loop supposedly involved in AMP-binding. The
equivalence list for the pairwise structural alignments
was constructed from the BAIiBASE reference alignment,
based on the method of Kabsch®®®? using in-house soft-
ware (P. Koehl, unpublished results).

Web Interface and Output File Formats

For this new release of the BAIIBASE benchmark, the
Web site has been completely redesigned. The top page
allows entry directly to the different Reference Sets [Fig.
3(a)]. The alignments are shown in a scrolling window and
can be colored according to a number of different criteria,
for example, residue conservation, secondary structure
elements, Pfam domains, or functional sites. The example
display in Figure 3 shows part of an alignment of 4
subfamilies of P-loop-containing kinases from Reference 3.
In this case, although the subfamilies correspond to differ-
ent Pfam entries, they all share the same 3D structural
fold (SCOP classification ¢.37.1). The conserved core blocks
representing the reliable regions are displayed above the
multiple alignment. The first core block contains the
Walker motif A GxxxxGKI[ST] located at the end of the first
beta strand and including the first half-turn of the follow-
ing alpha helix in the sequence, which corresponds to the
phosphate binding loop (P-loop), a nucleotide binding site
present in many ATPase or GTPase activity-exhibiting
proteins.?® The Walker B motif hhhhD is located in core
block 4 at columns 116—-120. Links to the Uniprot entries
for each sequence are available by clicking on the sequence
names on the left-hand side of the display.

In addition to the interactive Web-based display, all the
multiple alignments in BAIiBASE are available in a new
standard data exchange XML format. The XML format
allows parsing of the alignments and the associated anno-
tations by processing applications that can then be incorpo-
rated in automatic evaluation and comparison systems.

CONCLUSIONS

The field of multiple sequence alignment is currently
evolving, with the development of new, more sophisticated
algorithms designed to cope with the large amounts of
complex information now available in the protein sequence
and 3D structure databases. New multiple alignment
benchmarks are now required to keep up with these
developments and to avoid optimization of the tools on a
particular set of tasks. Here, we have presented the latest
release of BAIIBASE, the most widely used benchmark
specifically designed for the evaluation of multiple se-
quence alignment programs.

A number of important factors have influenced the
development of this latest release. First, the tests in the
benchmark are designed to represent the tasks that mul-
tiple alignment tools or techniques are now expected to
solve in the postgenomic era. To reflect the recent explo-
sion of the sequence and structure databases, the Refer-
ence Sets in BAIIBASE 3.0 have been increased in terms of
both the number of alignments and the number of se-
quences in each alignment and the benchmark now covers
most of the known protein fold space. Second, the complex-
ity of the alignments has also been significantly increased
with the addition of alignments containing full-length
sequences for all the Reference Sets. These full-length
alignments provide a large number of difficult tests for
both global and local alignment algorithms. Third, a
semiautomatic update protocol has been developed that
facilitates the incorporation of new protein families and
new Reference Sets and will allow more frequent releases
of the benchmark in the future. Finally, the benchmark
needs to be easy to obtain and to use, otherwise few people
will be likely to use it. Therefore, all BAliBASE alignments
and associated annotations are freely available on the
WWW or by ftp. Furthermore, the alignments and their
associated annotations are now available in a standard
data exchange XML format that should facilitate the
development of automatic procedures for the evaluation
and comparison of new multiple alignment methods.

The widespread adoption of a benchmark can produce
technically interesting results, but perhaps more signifi-
cantly, it can lead to a better understanding of the
research problem and the tools and techniques being
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developed. A previous study of multiple alignment algo-
rithms based on BAIIBASE 1.0 identified some of the
strong and weak points of the 10 different algorithms
compared. For example, although the iterative techniques
were shown to be generally more accurate than progres-
sive alignment algorithms, in certain specific cases, the
iterative algorithms lead to errors. Another important
result was the observation that local and global alignment
methods were complementary techniques that could be
used cooperatively to improve the accuracy and reliability
of multiple alignments. We hope this new release of
BAIiBASE will lead to equally exciting developments in
the future. One such development that is envisaged is a
cooperative, knowledge-based, diagnostic process that de-
tects the presence of specific alignment problems and
selects the most appropriate algorithm for the alignment
task.
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